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1.0 Introduction

A process has two characteristics: unit of resource ownership and unit of dispatching. This two characteristics are independent and could be treated independently by the operating system. To distinguish the two characteristics, the unit of dispatching is usually referred to as a thread, or  lightweight process, while the unit of resource ownership is usually still refered to as a process, or task. Multithread refers to the ability of an operating system to support multiple threads of execution within a single process. Within a process, there may be one or more threads, each with the following:

A thread execution state (Running, Ready, etc).

A saved thread context when not running; one way to view a thread is an independent program counter operating within a process.

An execution stack.

Some per-thread static storage for local variables.

Access to the memory and resources of its process, shared with all other threads in that process. 

There are several benefits of threads over processes: it takes less time to create a new thread than a process, less time to terminate a thread than a process and less time to switch between two threads within the same process. 

2.0 Thread in Java

2.1 Overview

Java is a programming language, but it is more than a programming language. Unlike C and C++, thread is a built-in feature of Java. Java’s thread support resides in three places:

· The java.lang.Thread class

· The java.lang.Object class

· The Java language and virtual machine

Most ( but definitely not all) support resides in the Thread class. In Java, every thread corresponds to an instance of the Thread class. These objects can be in various states: at any moment, at most one object is executing per CPU, while others might be waiting for resources, or waiting for a chance to execute, or sleeping, or dead.

2.2 Construct a thread

To make a thread execute, you call its start() method. This registers the thread with a piece of system code called thread scheduler. The scheduler might be part of the JVM (Java Virtual Machine) or it might be part of the host operating system. The scheduler determines which thread is actually running on each available CPU at any given time. Note that calling your thread’s start() method does not immediately cause the thread to run; it just makes it eligible to run. The thread must still contend for CPU time with all the other threads. If all is well, then at some point in the future the thread scheduler will permit your thread to execute. When the thread gets to execute, it executes a method called run(). It can be either its own run() method or the run() method of some other object.

The run method gives a thread something to do. Its code implements the thread's running behavior. It can do anything that can be encoded in Java statements: compute a list of prime's, sort some data, perform some animation. 

The Thread class implements a generic thread that, by default, does nothing. That is, the implementation of its run method is empty. This is not particularly useful, so the Thread class defines API that lets a Runnable object provide a more interesting run method for a thread. 

There are two techniques for providing a run method for a thread: 

Subclassing Thread and Overriding run

Implementing the Runnable Interface

The first way to customize what a thread does when it is running is to subclass Thread (itself a Runnable object) and override its empty run method so that it does something. Here is an example:

public class CounterThread extends Thread {

    public void run() {

         for (int i=1; i<=10; i++) {

              System.out.println(“Counting:  “ + i );

          }

     }

}

1. CounterThread ct = new CounterThread();

2. ct.start();

Here is an example of the second approach:

public class DownCounter implements Runnable {

    public void run() {

         for (int i=10; i>=1; i--) {

              System.out.println(“Counting:  “ + i );

          }

     }

}

DownCounter dc = new DownCounter();

Thread t = new Thread(dc);

t.start();

When the run() method returns, the thread has finished its task and is considered dead. There is no way out of this state. Once a thread is dead, it may not started again; if you want the thread’s task to be performed again, you have to construct and start a new thread instance. The dead thread continues to exist; it is an object like any other object, and you can still access its data and call its methods. You just can’t make it run again. 

2.3 Thread Priority

Conceptually,  threads can run concurrently, but in practice it usually isn't. Most computer configurations have a single CPU, so threads actually run one at a time in such a way as to provide an illusion of concurrency. Execution of multiple threads on a single CPU, in some order, is called scheduling. The Java runtime supports a very simple, deterministic scheduling algorithm known as fixed priority scheduling. This algorithm schedules threads based on their priority relative to other runnable threads. 

When a Java thread is created, it inherits its priority from the thread that created it. You can also modify a thread's priority at any time after its creation using the setPriority method. Thread priorities are integers ranging between MIN_PRIORITY and MAX_PRIORITY (constants defined in the Thread class). The higher the integer, the higher the priority. At any given time, when multiple threads are ready to be executed, the runtime system chooses the runnable thread with the highest priority for execution. Only when that thread stops, yields, or becomes not runnable for some reason will a lower priority thread start executing. If two threads of the same priority are waiting for the CPU, the scheduler chooses one of them to run in a round-robin fashion. The chosen thread will run until one of the following conditions is true: 

· A higher priority thread becomes runnable. 

· It yields, or its run method exits. 

· On systems that support time-slicing, its time allotment has expired. 

Then the second thread is given a chance to run, and so on, until the interpreter exits. 

The Java runtime system's thread scheduling algorithm is also preemptive. If at any time a thread with a higher priority than all other runnable threads becomes runnable, the runtime system chooses the new higher priority thread for execution. The new higher priority thread is said to preempt the other threads. 

2.4 Thread States

It is important to be aware of the possible states a thread might be in and of the triggers that can cause the thread’s state to change. The thread states are:

· Running: The state that all threads aspire to

· Various waiting states: Waiting, Sleeping, Suspended, Blocked

· Ready: Not waiting for anything except the CPU

· Dead: All done

2.5 Controlling Threads

Thread control is the art of moving threads from state to state. You control threads by triggering state transitions. There are several ways to make a thread not runnable:

· Yielding

· Suspending and then resuming

· Sleeping and then waking up

· Blocking and then continuing

· Waiting and then being notified

2.5.1 Yielding

A thread can offer to move out of the virtual CPU by yielding. A call to the yield() method causes the currently executing thread to move to the ready state if the scheduler is willing to run any other thread in place of the yielding thread. 

A thread that has yielded goes into the ready state. There are two possible scenarios. If any other threads are in the ready state, then the thread that just yielded might have to wait a while before it gets to execute again. However, if there are no other waiting threads, then the thread that just yielded will get to continue executing immediately. 

2.5.2 Suspending

Suspending a thread is a mechanism that allows any arbitrary thread to make another thread un-runnable for an indefinite period of time. The suspended thread becomes runnable when some other thread resumes it. It is very easy to cause deadlock.  The exact effect of suspend and resume is much better implemented using wait and notify.

2.5.3 Sleeping

A sleeping thread passes time without doing anything and without using the CPU. A call to the sleep() method requests the currently executing thread to cease executing for (approximately) a specified amount of time. There are two ways to call this method:

· public static void sleep(long milliseconds) throws InterruptException

· public static void sleep(long milliseconds, int nanoseconds) throws InterruptedException

2.5.4 Blocking 

In general, if a method needs to wait an indeterminable amount of time until some I/O occurrence takes place, then a thread executing that method should step out of the running state. This is said to be blocked.

3.0 Java Memory Model

In this section, we will take a closer look at how Java Virtual Machine implements thread.

3.1 Terminology and concepts

A variable is any location within a program that may be stored into. This includes not only class variables and instance variables but also components of arrays. Variables are kept in a main memory that is shared by all threads. Because it is impossible for one thread to access parameters or local variables of another thread, it doesn't matter whether parameters and local variables are thought of as residing in the shared main memory or in the working memory of the thread that owns them. 

Every thread has a working memory in which it keeps its own working copy of variables that it must use or assign. As the thread executes a program, it operates on these working copies. The main memory contains the master copy of every variable. There are rules about when a thread is permitted or required to transfer the contents of its working copy of a variable into the master copy or vice versa. 

The main memory also contains locks; there is one lock associated with each object. Threads may compete to acquire a lock.

To illustrate this issue, the verbs use, assign, load, store, lock, and unlock name actions that a thread can perform. The verbs read, write, lock, and unlock name actions that the main memory subsystem can perform. Each of these actions is atomic (indivisible). 

A use or assign action is a tightly coupled interaction between a thread's execution engine and the thread's working memory. A lock or unlock action is a tightly coupled interaction between a thread's execution engine and the main memory. But the transfer of data between the main memory and a thread's working memory is loosely coupled. When data is copied from the main memory to a working memory, two actions must occur: a read action performed by the main memory followed some time later by a corresponding load action performed by the working memory. When data is copied from a working memory to the main memory, two actions must occur: a store action performed by the working memory followed some time later by a corresponding write action performed by the main memory. There may be some transit time between main memory and a working memory, and the transit time may be different for each transaction; thus actions initiated by a thread on different variables may viewed by another thread as occurring in a different order. For each variable, however, the actions in main memory on behalf of any one thread are performed in the same order as the corresponding actions by that thread. 

A single thread issues a stream of use, assign, lock, and unlock actions as dictated by the semantics of the program it is executing. The underlying implementation is then required additionally to perform appropriate load, store, read, and write actions so as to obey a certain set of constraints, explained below. If the implementation correctly follows these rules and the application programmer follows certain other rules of programming, then data can be reliably transferred between threads through shared variables. The rules are designed to be "tight" enough to make this possible but "loose" enough to allow hardware and software designers considerable freedom to improve speed and throughput through such mechanisms as registers, queues, and caches. 

Here are the detailed definitions of each of the actions: 

· A use action (by a thread) transfers the contents of the thread's working copy of a variable to the thread's execution engine. This action is performed whenever a thread executes a virtual machine instruction that uses the value of a variable. 

· An assign action (by a thread) transfers a value from the thread's execution engine into the thread's working copy of a variable. This action is performed whenever a thread executes a virtual machine instruction that assigns to a variable. 

· A read action (by the main memory) transmits the contents of the master copy of a variable to a thread's working memory for use by a later load action. 

· A load action (by a thread) puts a value transmitted from main memory by a read action into the thread's working copy of a variable. 

· A store action (by a thread) transmits the contents of the thread's working copy of a variable to main memory for use by a later write action. 

· A write action (by the main memory) puts a value transmitted from the thread's working memory by a store action into the master copy of a variable in main memory. 

· A lock action (by a thread tightly synchronized with main memory) causes a thread to acquire one claim on a particular lock. 

· An unlock action (by a thread tightly synchronized with main memory) causes a thread to release one claim on a particular lock. 

Thus the interaction of a thread with a variable over time consists of a sequence of use, assign, load, and store actions. Main memory performs a read action for every load and a write action for every store. A thread's interactions with a lock over time consists of a sequence of lock and unlock actions. All the globally visible behavior of a thread thus comprises all the thread's actions on variables and locks.

3.2 Volatile Variables

If a variable is declared volatile, then additional constraints apply to the actions of each thread. 

Let T be a thread and let V and W  be volatile variables. 

· A use action by T on V is permitted only if the previous action by T on V was load, and a load action by T on V is permitted only if the next action by T on V is use. The use action is said to be "associated" with the read action that corresponds to the load. 

· A store action by T on V is permitted only if the previous action by T on V was assign, and an assign action by T on V is permitted only if the next action by T on V is store. The assign action is said to be "associated" with the write action that corresponds to the store. 

· Let action A be a use or assign by thread T on variable V, let action F be the load or store associated with A, and let action P be the read or write of V that corresponds to F. Similarly, let action B be a use or assign by thread T on variable W, let action G be the load or store associated with B, and let action Q be the read or write of W that corresponds to G. If A precedes B, then P must precede Q. (Less formally: actions on the master copies of volatile variables on behalf of a thread are performed by the main memory in exactly the order that the thread requested.) 

The load, store, read, and write actions on volatile variables are atomic, even if the type of the variable is double or long.

3.3 Issues

Any association between locks and variables is purely conventional. Locking any lock conceptually flushes all variables from a thread's working memory, and unlocking any lock forces the writing out to main memory of all variables that the thread has assigned. That a lock may be associated with a particular object or a class is purely a convention. In some applications, it may be appropriate always to lock an object before accessing any of its instance variables, for example; synchronized methods are a convenient way to follow this convention. In other applications, it may suffice to use a single lock to synchronize access to a large collection of objects.

If a thread uses a particular shared variable only after locking a particular lock and before the corresponding unlocking of that same lock, then the thread will read the shared value of that variable from main memory after the lock action, if necessary, and will copy back to main memory the value most recently assigned to that variable before the unlock action. This, in conjunction with the mutual exclusion rules for locks, suffices to guarantee that values are correctly transmitted from one thread to another through shared variables.

The rules for volatile variables effectively require that main memory be touched exactly once for each use or assign of a volatile variable by a thread, and that main memory be touched in exactly the order dictated by the thread execution semantics. However, such memory actions are not ordered with respect to read and write actions on nonvolatile variables.

3.4 Example: Possible Swap

Consider a class that has class variables a and b and methods hither and yon: 

class Sample {


int a = 1, b = 2;


void hither() {



a = b;


}


void yon() {



b = a;


}

}

Now suppose that two threads are created, and that one thread calls hither while the other thread calls yon. What is the required set of actions and what are the ordering constraints? 

Let us consider the thread that calls hither. According to the rules, this thread must perform an use of b followed by an assign of a. That is the bare minimum required to execute a call to the method hither. 

Now, the first action on variable b by the thread cannot be use. But it may be assign or load. An assign to b cannot occur because the program text does not call for such an assign action, so a load of b is required. This load action by the thread in turn requires a preceding read action for b by the main memory. 

The thread may optionally store the value of a after the assign has occurred. If it does, then the store action in turn requires a following write action for a by the main memory. 

The situation for the thread that calls yon is similar, but with the roles of a and b exchanged.

In what order may the actions by the main memory occur? The only constraint is that it is not possible both for the write of a to precede the read of a and for the write of b to precede the read of b, because the causality arrows in the diagram would form a loop so that an action would have to precede itself, which is not allowed. Assuming that the optional store and write actions are to occur, there are three possible orderings in which the main memory might legitimately perform its actions. Let ha and hb be the working copies of a and b for the hither thread, let ya and yb be the working copies for the yon thread, and let ma and mb be the master copies in main memory. Initially ma=1 and mb=2. Then the three possible orderings of actions and the resulting states are as follows: 

· write a, read a, read b,write b (then ha=2, hb=2, ma=2, mb=2, ya=2, yb=2) 

· read aread b (then ha=1, hb=1, ma=1, mb=1, a=1, b=1) 
 write a, write b 
· read a write a, read b write b (then ha=2, hb=2, ma=2, mb=1, ya=1, yb=1) 

Thus the net result might be that, in main memory, b is copied into a, a is copied into b, or the values of a and b are swapped; moreover, the working copies of the variables might or might not agree. It would be incorrect, of course, to assume that any one of these outcomes is more likely than another. This is one place in which the behavior of a program is necessarily timing-dependent. 

Of course, an implementation might also choose not to perform the store and write actions, or only one of the two pairs, leading to yet other possible results. 

Now suppose that we modify the example to use synchronized methods: 

class SynchSample {


int a = 1, b = 2;


synchronized void hither() {



a = b;


}


synchronized void yon() {



b = a;


}

}

Let us again consider the thread that calls hither. According to the rules, this thread must perform a lock action (on the instance of class SynchSample on which the hither method is being called) before the body of method hither is executed. This is followed by a use of b and then an assign of a. Finally, an unlock action on that same instance of SynchSample must be performed after the body of method hither completes. That is the bare minimum required to execute a call to the method hither. 

As before, a load of b is required, which in turn requires a preceding read action for b by the main memory. Because the load follows the lock action, the corresponding read must also follow the lock action. 

Because an unlock action follows the assign of a, a store action on a is mandatory, which in turn requires a following write action for a by the main memory. The write must precede the unlock action. 

The situation for the thread that calls yon is similar, but with the roles of a and b exchanged.

The lock and unlock actions provide further constraints on the order of actions by the main memory; the lock action by one thread cannot occur between the lock and unlock actions of the other thread. Moreover, the unlock actions require that the store and write actions occur. It follows that only two sequences are possible: 

· write a write b (then ha=2, hb=2, ma=2, mb=2, ya=2, yb=2) 
read a, read b 
· read a write a, write b read b (then ha=1, hb=1, ma=1, mb=1, ya=1, yb=1) 

While the resulting state is timing-dependent, it can be seen that the two threads will necessarily agree on the values of a and b.

3.5 Locks and Synchronization

There is a lock associated with every object. The Java programming language does not provide a way to perform separate lock and unlock actions; instead, they are implicitly performed by high-level constructs that arrange always to pair such actions correctly.

Note, however, that the Java virtual machine provides separate monitorenter and monitorexit instructions that implement the lock and unlock actions. 

The synchronized statement  computes a reference to an object; it then attempts to perform a lock action on that object and does not proceed further until the lock action has successfully completed. (A lock action may be delayed because the rules about locks can prevent the main memory from participating until some other thread is ready to perform one or more unlock actions.) After the lock action has been performed, the body of the synchronized statement is executed. If execution of the body is ever completed, either normally or abruptly, an unlock action is automatically performed on that same lock. 

A synchronized method  automatically performs a lock action when it is invoked; its body is not executed until the lock action has successfully completed. If the method is an instance method, it locks the lock associated with the instance for which it was invoked (that is, the object that will be known as this during execution of the body of the method). If the method is static, it locks the lock associated with the Class object that represents the class in which the method is defined. If execution of the method's body is ever completed, either normally or abruptly, an unlock action is automatically performed on that same lock. 

Best practice is that if a variable is ever to be assigned by one thread and used or assigned by another, then all accesses to that variable should be enclosed in synchronized methods or synchronized statements. 

The Java programming language does not prevent, nor require detection of, deadlock conditions. Programs where threads hold (directly or indirectly) locks on multiple objects should use conventional techniques for deadlock avoidance, creating higher-level locking primitives that don't deadlock, if necessary. 

3.6 Wait Sets and Notification

Every object, in addition to having an associated lock, has an associated wait set, which is a set of threads. When an object is first created, its wait set is empty. 

Wait sets are used by the methods wait, notify, and notifyAll of class Object. These methods also interact with the scheduling mechanism for threads. 

The method wait should be called for an object only when the current thread (call it T) has already locked the object's lock. Suppose that thread T has in fact performed N lock actions that have not been matched by unlock actions. The wait method then adds the current thread to the wait set for the object, disables the current thread for thread scheduling purposes, and performs N unlock actions to relinquish the lock. The thread T then lies dormant until one of three things happens: 

· Some other thread invokes the notify method for that object and thread T happens to be the one arbitrarily chosen as the one to notify. 

· Some other thread invokes the notifyAll method for that object. 

· If the call by thread T to the wait method specified a timeout interval, the specified amount of real time has elapsed. 

The thread T is then removed from the wait set and re-enabled for thread scheduling. It then locks the object again (which may involve competing in the usual manner with other threads); once it has gained control of the lock, it performs additional lock actions and then returns from the invocation of the wait method. Thus, on return from the wait method, the state of the object's lock is exactly as it was when the wait method was invoked. 

The notify method should be called for an object only when the current thread has already locked the object's lock. If the wait set for the object is not empty, then some arbitrarily chosen thread is removed from the wait set and re-enabled for thread scheduling. (Tthat thread will not be able to proceed until the current thread relinquishes the object's lock.) 

The notifyAll method should be called for an object only when the current thread has already locked the object's lock. Every thread in the wait set for the object is removed from the wait set and re-enabled for thread scheduling. (Those threads will not be able to proceed until the current thread relinquishes the object's lock.) 
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